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ABSTRACT

Many of the most widely-used digital audio workstations
(DAWs) provide only limited access to project state infor-
mation. This limited access can hinder the integration of
assistive AI tools. We introduce a read-only sidecar frame-
work for bringing session-aware generative tools to closed
DAWs. First, a DAW-specific adapter reads a saved project
into a structured session representation. Next, a model
adapter converts that state into conditioning information.
Finally, AI suggestions are generated and validated outside
the project before the user manually imports an accepted
result. We instantiate this design for Logic Pro by parsing
its undocumented binary ProjectData file, recovering
note-level content and the organization of region instances
into tracks. We use the recovered arrangement to condi-
tion the Anticipatory Music Transformer [1] and generate
a new MIDI part to acompany or extent the existing mate-
rial. Our demo demonstrates an end-to-end workflow from
a saved Logic project to arrangement-conditioned MIDI
that can be dragged back into the session. 1

1. INTRODUCTION

Most producers remain with the same digital audio work-
station (DAW) for years because their projects, plug-ins,
shortcuts, and creative habits accumulate around it. Thus,
switching to a more programmable and open DAW is often
not straightforward, even though it would provide better
support for new tools. This creates a deployment problem
for assistive music models. Many popular DAWs expose
only limited project state information through their docu-
mented interfaces, making it difficult for an external tool to
understand the music that a producer is currently writing.

Context-conditioned MIDI generation is one example
where having project state information is necessary. A pro-
ducer may sketch a melody and ask a model to extend it,
fill a missing passage, or write another part alongside it. To
do this, the model must receive the existing context (notes,

1 Application and source code:
https://github.com/terryTM/amt-logic-companion
Video demo: https://youtu.be/On28Ucru95s
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timing, etc.) from the DAW. When a DAW does not ex-
pose this information, the producer must manually export
and assemble the context before generation, interrupting
the workflow that the assistive tool is meant to support.

There are some existing tools that work for some
open DAWs. Composer’s Assistant 2 performs control-
lable multitrack MIDI infilling inside REAPER through
ReaScripts [2], while MIDI-GPT supports track- and bar-
level infilling with musical attribute controls and describes
an Ableton Live integration [3]. Hookpad Aria condi-
tions melody and harmony suggestions on the current song
by embedding a generative model in a purpose-built lead-
sheet editor [4]. MIDInfinite demonstrates that a large-
scale symbolic music model can run locally in a browser
on commodity hardware [5].

In each case, the musical context is supplied through
a scripting interface, a plug-in protocol, or an editor de-
signed to expose it. Such context is inaccessible by de-
fault in many widely used commercial DAWs. Logic Pro
is a prominent example. Although its Scripter environment
processes MIDI events in real time, it provides no docu-
mented project-wide interface for enumerating tracks, re-
gions, and their stored notes [6].

We introduce a read-only sidecar framework for bring-
ing session-aware generative music tools to these closed
DAWs that do not expose the required project state. We test
this framework for Logic Pro by reading its saved project
file directly. Our work contributes (i) a parser that recovers
note-level content, track organization, and region identity
from Logic’s undocumented binary ProjectData (ii) a
model adapter that converts the recovered parts into con-
ditioning controls for the Anticipatory Music Transformer
(AMT) (iii) a companion application for inspecting the re-
covered session, generating and playing back a new MIDI
part, and dragging an accepted result back into Logic Pro.
The source project is never modified, providing an end-to-
end path from a saved Logic project to MIDI conditioning.

2. LOGIC PARSING

Our goal is to recover the musical state required by a sym-
bolic generation model without asking the user to export
each track manually. We represent a Logic session as its
project metadata (tempo, meter, and key) along with its
tracks and region instances. Each region contains notes
represented by onset, duration, pitch, and velocity on a
shared 480-PPQ clock. Note onsets are relative to the be-
ginning of their region rather than the beginning of the
song, and repeated uses of a region are retained as separate
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Figure 1. End-to-end workflow of the DAW companion. The user opens a saved Logic Pro project (.logicx). The parser
recovers tracks and region notes which is then passed to the companion app. This is passed to the AMT model as condi-
tioning. The generated MIDI can then be dragged and dropped back into the logic project.

instances. We do not recover instrument or channel-strip
settings. The General MIDI program numbers used dur-
ing generation are assigned later by the model adapter and
serve only as labels for distinguishing parts.

A .logicx file is a package containing metadata
and an undocumented binary project representation. The
adapter reads Alternatives/000/ProjectData,
obtaining tempo, meter, and key from the metadata prop-
erty list and note events from the binary data. It identifies
event-sequence records by a four-byte tag and rejects false
matches using the record’s declared size and base tick.

Event sequences use either 32- or 48-byte note records,
so the parser infers the format separately for each se-
quence. It extracts onset, pitch, velocity, and duration, re-
moves Logic’s internal timing offset, and converts times-
tamps from 960 to 480 pulses per quarter note (PPQ). The
resulting notes preserve timing within each region, includ-
ing simultaneous events. The parser does not yet recover
a region’s position on the arrangement timeline, which is
stored separately.

3. CONDITIONING AMT

The model adapter converts the parsed Logic regions into
AMT events and decodes the sampled sequence back into
MIDI. The user selects one region as the target in the com-
panion app. Its existing notes form the generation history,
while the other selected regions provide context. Region
offsets are used to place these parts on a shared clock.

AMT represents pitch jointly with an instrument label
and reserves a separate label for percussion. Instrument as-
signment therefore affects how the model interprets a part.
For example, drum-map pitches assigned to a pitched in-
strument are interpreted as unusually low melodic notes.

The adapter follows each region’s placement record to
its track and channel strip. When available, the plug-in
name, patch name, and sampler file names are matched
against keyword rules to select a General MIDI program
or AMT’s percussion label. If this metadata is unavailable,
the adapter estimates whether a part is percussive from its
notes. It looks for General MIDI drum-map pitches, si-

multaneous hits, and rapid repetitions of a dominant pitch.
Parts that cannot be classified receive deterministic place-
holder programs that are distinct from those of the other
parts. Because these heuristics can fail, the companion app
shows each part’s assigned label together with its source,
and the user can override any assignment before genera-
tion.

The target region is used as the generation prompt,
while the other selected regions are passed to AMT as
controls. The anticipatory sampler prepends ANTICIPATE

and places each control event before its onset, allowing the
generated part to depend on both earlier and later musi-
cal context. Control events are masked from the output,
so only the target part is generated. If no control parts are
available, the adapter reports an error because anticipatory
generation would otherwise reduce to ordinary continua-
tion.

Generation covers the time span occupied by the con-
trols. The user can adjust the nucleus-sampling parame-
ters, while a seed derived from the project, target, and pa-
rameter settings makes repeated runs reproducible. AMT’s
representation encodes pitch, onset, and duration, but not
velocity. The adapter therefore assigns velocity after de-
coding using a deterministic heuristic based on note dura-
tion, melodic interval, and phrase position.

4. COMPANION APP

The parser and model adapters are exposed through a na-
tive macOS companion app written in SwiftUI, which calls
the Python implementation locally (Figure 1). The user
opens a saved .logicx project, after which the app dis-
plays the recovered tracks and their notes as piano-roll pre-
views. The user selects the part to generate, while the re-
maining parts are automatically supplied to the model as
musical context.

The user can control the model, number of generated
notes, temperature, and nucleus-sampling threshold. Af-
ter generation, the resulting part is displayed and can be
played alongside the recovered session. The user can then
save the result as a MIDI file or drag it directly into Logic.



5. AI USAGE STATEMENT

AI coding assistants (Claude Code) were used to help im-
plement parts of the pipeline, including building the parser
and developing the app. All code was reviewed and tested
by the author. In addition, AI was used to help refine some
of the writing in the manuscript. All technical content and
claims are the author’s own.
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